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ABSTRACT As networks continue to expand and become more interconnected, the need for novel malware
detection methods becomes more pronounced. Traditional security measures are increasingly inadequate
against the sophistication of modern cyber attacks. Deep Packet Inspection (DPI) has been pivotal in
enhancing network security, offering an in-depth analysis of network traffic that surpasses conventional
monitoring techniques. DPI not only examines the metadata of network packets, but also dives into the
actual content being carried within the packet payloads, providing a comprehensive view of the data flowing
through networks. While the integration of advanced deep learning techniques with DPI has introduced
modern methodologies into malware detection and network traffic classification, state-of-the-art supervised
learning approaches are limited by their reliance on large amounts of annotated data and their inability to
generalize to novel, unseen malware threats. To address these limitations, this paper leverages the recent
advancements in self-supervised learning (SSL) and few-shot learning (FSL). Our proposed self-supervised
approach trains a transformer via SSL to learn the embeddings of packet content, including payload, from
vast amounts of unlabeled data by masking portions of packets, leading to a learned representation that
generalizes to various downstream tasks. Once the representation is extracted from the packets, they are
used to train a malware detection algorithm. The representation obtained from the transformer is then used
to adapt the malware detector to novel types of attacks using few-shot learning approaches. Our experimental
results demonstrate that our method achieves classification accuracies of up to 94.76% on the UNSW-NB15
dataset and 83.25% on the CIC-10T23 dataset.

INDEX TERMS Deep packet inspection, few-shot learning, malware classification, malware detection, self-
supervised learning.

I. INTRODUCTION

With the continuing expansion of the digital landscape,
the significance of malware detection becomes increasingly
important. With the modernization of sophisticated cyber
attacks, traditional security measures often fall short in
providing adequate protection. Traditional firewalls and
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antivirus software often prove inadequate since they primarily
rely on predefined packet header rules through conventional
packet filtering and known malware signatures, leaving them
vulnerable to new and sophisticated cyber attacks that do not
match existing patterns or behaviors [1], [2]. Deep Packet
Inspection (DPI) is a well-known tool for the analysis of
network packets in the security of networks [3], [4]. DPI goes
beyond conventional network monitoring tools by examining
not only the five-tuple of network packets, such as source

© 2025 The Authors. This work is licensed under a Creative Commons Attribution 4.0 License.

196336

For more information, see https://creativecommons.org/licenses/by/4.0/

VOLUME 13, 2025


https://orcid.org/0009-0005-4706-5797
https://orcid.org/0000-0001-8088-2653
https://orcid.org/0000-0001-8660-3096
https://orcid.org/0000-0001-9278-6503

K. Stein et al.: Packet Inspection Transformer: A Self-Supervised Journey to Unseen Malware Detection

IEEE Access

and destination Internet Protocol (IP) addresses, but also
inspects the data payload within each packet. This in-depth
analysis allows for a more comprehensive understanding of
the nature of the traffic passing through a network, enabling
the identification of malicious activities that might otherwise
go unnoticed.

With recent advances in deep learning and artificial
intelligence [5], [6], [7], the integration of these techniques
into network traffic analysis and DPI has become more
prevalent. The dynamic nature of cyber attacks, characterized
by constantly evolving malware, necessitates a shift from
traditional, signature-based detection methods to more adap-
tive and intelligent systems. It is estimated that 560,000 new
pieces of malware are detected daily and more than 1 billion
malware programs exist [8]. Deep learning, with its capability
to model complex patterns and adapt to evolving information
through neural networks, presents a promising approach to
addressing the challenges of modern malware detection. With
this, cybersecurity systems can analyze data in real time,
identifying threats based on behavioral patterns rather than
relying solely on known signatures.

DPI faces several critical challenges that limit its effi-
ciency and effectiveness. First, most existing methods focus
primarily on statistical-based features or inspecting the few
first bytes of raw packet payload data, restricting their
ability to capture deeper insights. Second, supervised learning
approaches struggle to generalize beyond known attack
types, as they learn representations tailored to the classes
labeled in the training data [13], [21], [22], resulting in
poor performance when faced with novel threats or emerging
attack patterns. Third, these methods heavily rely on large
amounts of annotated data, excelling in detecting malware
types with abundant labeled samples but performing poorly
on malware with limited or no annotations.

By leveraging few-shot learning techniques, we enable
these models to adapt seamlessly to novel, unseen malware
threats, setting a new standard in malware detection. The key
contributions of this paper are as follows:

« Whole Payload Inspection: Transformers have already
revolutionized natural language processing and computer
vision [5], thanks to their deep, interconnected archi-
tectures that excel at capturing long-range dependencies
in sequential data. In this paper, we harness the unpar-
alleled capabilities of transformers to redefine malware
detection, moving beyond traditional methods that rely on
statistical-based features and IP tracking, which are prone
to false alarms and missed threats. Moreover, transformers
possess the extraordinary ability to analyze entire payloads
in their full context unlike convolutional neural network
(CNN)-based approaches, which are limited to inspecting
only the first 500 bytes of payload data.

« Generalization to Unseen Malware Types: Self-
Supervised Learning (SSL) is a paradigm that empowers
models to extract deep, meaningful representations from
vast amounts of unlabeled data—eliminating the need
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for costly and labor-intensive manual annotation [5],
[23], [24]. By combining the transformers’ context-aware
learning with the power of SSL, we train models on
massive unannotated payload datasets, equipping them to
decode intricate patterns within both benign and malicious
payloads. This enables the model to identify complex
patterns across large-scale benign and malicious payloads
and achieve generalization to unseen malware types.

o Learning Unseen Malware Patterns from a few Anno-
tated Payloads: Traditional supervised learning-based
payload inspection methods rely on vast amounts of
annotated data for each malware type [13], [14], [21].
The challenge becomes even more severe when novel
malware variants appear, as limited samples make it
nearly impossible to train conventional models effectively.
While transformers, pre-trained on unannotated data, offer
promising generalization capabilities, they inherently lack
the ability to recognize unseen malware types. To bridge
this gap, we integrate few-shot learning techniques,
enabling the model to rapidly adapt to both previously
encountered and entirely novel malware strains using
minimal labeled examples. This approach dramatically
enhances detection efficiency and accuracy, allowing
Al-driven cybersecurity systems to identify and neutralize
emerging threats—a crucial advancement in the fight
against ever-evolving cyber attacks.

The structure of this paper is as follows: Section II
reviews related work, while Section III provides background
on network packets, self-supervised learning, and few-shot
learning. Section IV describes the datasets and pre-processing
steps. Section V details the model detection assumptions.
Section VI details the proposed model architecture and
training protocols. Section VIII presents the evaluation and
ablation results, and Section X discusses experimental results
using AES and Fernet encryption. Section XI provides further
discussion, and Section XII concludes the paper.

Il. RELATED WORK

In this section, we discuss related works employing mod-
ern techniques for detecting and mitigating cyber threats,
focusing on approaches that leverage machine learning, deep
learning, attention mechanisms, and FSL to improve accuracy
in various detection tasks, summarized in Table 1.

A. MACHINE/DEEP LEARNING ATTACK DETECTION

Aceto et al. [4] delve into the application of deep learning in
classifying mobile network traffic, highlighting the capability
of deep learning systems to process network traffic inde-
pendently of port information, thus distinguishing between
different app-generated traffic effectively. In [9], researchers
explored various methodologies, including self-taught learn-
ing and softmax regression, utilizing the NSL-KDD dataset
for benchmarking. The research applies supervised learning
to analyze over 41 statistical attributes, excluding payload
byte details. Doshi et al. [10] focus on utilizing machine
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TABLE 1. Comparative summary of related works and the proposed approach.

Reference Data Features Method/Architecture Unseen Attack? Key Observations
Aceto et al. [4] Mobile Network Statistical Attributes Deep Learning (various) X Demonstrates deep learning for mobile traffic
Traffic classification; does not address unseen
malware.
Patheja et al. [10] NSL-KDD Statistical Attributes Self-taught Learning, X Uses classic supervised learning with limited
Softmax Regression features; raw byte payloads not considered.
Doshi et al. [11] Custom IoT Statistical Attributes ML Ensemble + Simple X Focuses on DDoS detection only; lacks
DDoS dataset NN generalization to unseen classes.
Almaraz-Rivera et al. 10T Traffic Packet Counts, Bytes, ML + DL (DDoS) X Primarily scale-based features; excludes raw
[12] Durations payload bytes and novel threats.
Stein et al. [13] CAN Bus CAN Payload (8 RNN-based Supervised X Demonstrates viability in automotive domain;
(Automotive) bytes) payload shorter than typical IP packets.
Saiyeed et al. [14] Custom [oT Traffic-Level Ensemble (CNN + LSTM) X Excels at DDoS detection but does not target
DDoS dataset Statistics new/unseen threats.
He et al. [15] Malware PE/APK | RGB-Transformed ResNeXt w/ Attention X Employs attention for malware classification;
Binaries requires labeled data for known threats.
Zhou et al. [16] Website Packet Traces (TLS) Transformers X Improves WF classification via attention; does
Fingerprinting (Self-Attention) not address limited labeling or novel classes.
Ravi & Alazab [17] Network Traffic Extracted Features + Attention-based CNN X Enhances classification accuracy but lacks
CNN handling of unseen malware classes.
Yu et al. [18] Custom Flow Flow-Level Statistics CNN + FSL X Alleviates class imbalance with FSL; only
Data uses flow features, no raw payload data.
(imbalanced)
Luetal. [19] 10T Intrusions Flow-Level Statistics CNN + FSL X Addresses zero-day attacks; relies on
high-level features, ignoring payload details.
Zhou et al. [20] Industrial CNN-Based Feature Siamese CNN + FSL X Works well for anomaly detection but
Cyber-Physical Vectors excludes longer packet contexts or raw bytes.
Stein et al. [21] Network and IoT Raw Packet Bytes Supervised Transformer + v Generalizes well in FSL tasks but assumes
Intrusions FSL there is enough labeled data for supervised
pre-training.
Proposed Method Network and IoT Raw Packet Bytes Self-Supervised v Learns embeddings from raw unlabeled
Intrusions Transformer + FSL packet data; adapts quickly to novel/unseen
attacks with few samples.

learning to detect Distributed Denial of Service (DDoS)
attacks, using a combination of four machine learning
algorithms and a simple neural network to differentiate
between normal and DDoS traffic in Internet of Things
(IoT) environments. They emphasize the creation of a new
dataset for algorithm testing, noting the significant size and
imbalance between malicious and benign data samples.

In another study [25], machine learning is employed for
IP traffic classification within a 4G network context, with
the researchers generating a dataset specific to 4G traffic and
applying machine learning algorithms to its packet content.
This research specifically excludes analysis of malicious
traffic, focusing instead on general IP traffic flow. Similarly,
Almaraz-Rivera et al. [11] investigated the use of machine
and deep learning methods for detecting DDoS attacks,
relying on statistical data like packet counts, bytes, and the
duration of transactions rather than raw packet bytes.

Stein et al. [12] demonstrated that CAN payloads in
vehicles can be classified as benign or malicious using a
supervised deep learning approach with a Recurrent Neural
Network (RNN). However, it’s important to note structural
differences: CAN bus messages have an 8-byte payload limit,
while IP network packets typically support up to 1500 bytes.
Recent works include the DEEPShield system, an ensemble
learning approach designed to detect solely DDoS attacks
in IoT environments by integrating Convolutional Neural
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Networks (CNNs) and Long Short-Term Memory (LSTM)
networks with a network traffic analysis module [13]. While
these methods show the ability to generalize known attack
types, it remains a critical consideration to detect novel and
unseen types entering a network. Furthermore, these methods
predominantly rely on statistical or high-level features of
network traffic, overlooking the potential of raw packet-level
byte data, which can provide more intricate representations
of the network content.

B. ATTENTION-BASED ATTACK DETECTION

Researchers have recently proposed several innovative
approaches for malware detection and classification. For
example, ResNeXt+ [14] integrates various plug-and-play
attention mechanisms into the ResNeXt architecture to
improve the identification of malware by converting malware
PE/APK files into RGB information. The authors highlighted
the model’s effectiveness across multiple datasets and various
scenarios. In another notable work, Zhou et al. [15] proposed
the use of Transformers in the cybersecurity domain,
showcasing advancements in website fingerprinting over
previously used CNNs by effectively capturing long-term
dependencies in traffic traces through self-attention mech-
anisms. This approach has demonstrated promising results
in both closed-world and open-world scenarios, pro-
viding enhanced performance in WF tasks. Similarly,
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Ravi and Alazab [16] proposed an attention-based CNN
approach for robust malware classification. The method
enhances malware detection by integrating attention mech-
anisms into the CNN architecture, helping improve feature
extraction and classification accuracy. Researchers in [20]
employ a Large-Language Model (LLM) as a feature
extracting backbone to extract low-dimensional embeddings
of raw packet data for downstream classification tasks.
Zhang et al. [26] addressed the challenge of detecting and
classifying ransomware by proposing a static analysis frame-
work based on a partitioning strategy combined with a self-
attention-based CNN (SA-CNN) and a bi-directional self-
attention network. While these attention-based approaches
tend to improve performance over classic deep-learning
techniques, a common limitation remains: the reliance on
large labeled datasets. The problematic nature of accessing
extensive labeled data, as well as the models’ limited ability
to adapt and classify previously unseen malware classes,
continues to be an overlooked challenge in the field.

C. FEW-SHOT LEARNING ATTACK DETECTION

FSL’s aim is to learn from limited amounts of labeled
data. This is particularly important for intrusion detection,
where obtaining large, labeled datasets for new or emerging
attack types is difficult. The cyber domain has began to
implement FSL techniques to reduce the need for labeled
datasets. For example, a FSL method was proposed to address
the data imbalance issue in network intrusion detection
by extracting statistical-based network flow features using
a CNN and performing FSL analysis downstream [17].
Similarly, researchers implemented a Siamese CNN to extract
features for anomaly detection in industrial cyber-physical
systems [19]. The CNN features were once again used for
FSL downstream to measure similarities between samples,
enabling effective detection of anomalies with minimal
labeled data. Lastly, another proposed FSL-based intrusion
detection model tailored for IoT environments addressed the
challenge of limited labeled data and emerging, zero-day
attacks [18].

Although these works produce promising results, they
primarily rely on simple CNN-based feature extractors.
Simple CNN-based extractors often struggle to capture
long-term dependencies and subtle variations within packets,
limiting their ability to generalize to unseen attack types
effectively. SSL addresses these shortcomings by learning
robust and generalizable feature representations based off
attention. Additionally, prior FSL methods simulate unseen
attacks by re-splitting known classes into different training
and testing subsets. The model still has exposure to all of
the classes distributions, just with limited examples from
each. In contrast, our approach completely excludes one of
the attack classes during SSL pre-training and then evaluates
the model’s ability to detect the unseen class along with the
seen classes in the FSL evaluation step. This approach is
similar to our previously published work [20], where one
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FIGURE 1. Network packet structure.

class is explicitly excluded from training to simulate the
unseen scenarios. However, in our previous work we relied
on supervised learning to pre-train the LLM on scratch
from known malware types. Our work in this manuscript
differs since we employ SSL techniques to pre-train the
transformer on unlabeled data. This helps demonstrate that
SSL can learn meaningful representations from the packet
data without relying labeled data, a crucial step in real world
applications. Overall, this approach ensures that the untrained
class remains completely unseen during the training phase.

lll. BACKGROUND

The proposed methodology implements multiple learning
criterion throughout the study. In this section, we discuss the
necessary preliminary information that sets the foundation for
understanding our approach.

A. FUNDAMENTALS OF NETWORK PACKETS
Network packets play a critical role in the transmission of
data across networks. These packets contain information for
routing and delivery, including the source and destination IP
addresses. IP addresses identify the sending and receiving
devices, and the source and destination ports, which specify
the sending and receiving applications. These elements
form what is known as the five-tuple: Source IP Address,
Destination IP Address, Source Port, Destination Port, and
Transport Protocol. The Transport Protocol component of
the five-tuple specifies the type of protocol used for the
connection. Transmission Control Protocol (TCP) and User
Datagram Protocol (UDP), being the two most common
transport layer protocols [21], are the focus in this study.
TCP is known for its reliability and ordered delivery of
packets, establishing a connection-oriented session between
communicating devices. TCP guarantees that data is received
exactly as it is sent, making it ideal for applications
where accuracy is necessary, such as web browsing and
email transmission [27], [28]. UDP, on the other hand,
is a connectionless protocol known for its low-latency and
efficient data transfer, without the same reliability guaranties
as TCP. This is commonly used in streaming media, online
gaming, and real-time communications where speed is more
crucial than perfect delivery [27], [28]. These two protocols
account for the majority of network traffic at the transport
layer.

Given that the five-tuple function is to identify connec-
tions, it is important to note that packets also encompass
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FIGURE 2. Self-supervised learning with masked language modeling.

network payloads. These payloads carry the substantive
content being transmitted, including text, images, and files,
from the source to the destination. Malicious actors often
embed malware within these payloads, exploiting the data
transfer process to compromise targeted systems [11], [21],
[22], [29]. In a given network packet, the maximum payload
size is up to 1460 bytes. Payloads that exceed this limit
are fragmented to ensure the complete transmission of data
across the network, preventing any portion of the content
from being lost during transit. Notably, the fragmentation of
network payloads depends on the capacity of the network
segment, and these fragments can be reassembled either
at the endpoint or by intermediate devices. Furthermore,
transformer-based architectures are well-suited for process-
ing fragmented payloads since the self-attention mechanism
allows the model to capture dependencies across separate
fragments, therefore integrating information that is dispersed
over multiple packets. Initially, raw packet and payload data
exists in binary form and is then converted to hexadecimal
format for various purposes. The hexadecimal representation
offers a human-readable form, simplifying the process of data
inspection and analysis for network experts. Fig. 1 shows
a basic diagram of the header and payload bytes with a
Maximum Transmission Unit (MTU) of 1500 bytes. The
MTU represents the largest size of an Ethernet packet or
frame that can be transmitted over a network. Furthermore,
it is important to note that DPI operates under the principle
that the majority of data transmissions occur without
encryption, which enables direct inspection of packet content
[30], [31].

B. SELF-SUPERVISED LEARNING

SSL learns a representation of the data via a pretext task. The
pretext task is defined depending on the application and the
type of the dataset. For example, the pretext task in natural
language processing (NLP), which involves learning patterns
from a sequential dataset (i.e. sentences), is predicting
masked words in a sentence. Through prediction of the
masked words, the internal transformer architecture learns
to extract distributed representations of entire sentences
without the masked word, such that the representation carries
enough information to predict what the missing word is.
Operating on the principle that the structure of the data
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can provide insights in an unsupervised manner, it seeks to
reduce dependence on labeled datasets and learn to recover
whole or parts of the features of its original input [23], [24].
Masked language modeling (MLM) is a key component in
SSL and introduced a novel methodology to utilize unlabeled
data [5]. MLM involves predicting a masked input within a
sequence, allowing the model to consider context from both
the left and right sides of any masked input. The bidirectional
attention grants the model complete access to all surrounding
tokens, enhancing the ability to understand the full context
of the sequence [S]. We extend this concept to understand
the relationship between the bytes in a packet sequence
based on the surrounding context. This approach enhances
the model’s ability to generalize from the unlabeled data to
unseen examples, improving its predictive accuracy on the
raw packet bytes

As shown in Fig. 2, the MLM process begins with masked
input values, where specific positions (i.e. [MASK]) are
hidden from the model. The input values are passed through
an embedding layer combined with positional encoding to
preserve the order sequence. The transformer encoder then
processes the masked sequence through self-attention and
feed-forward networks, followed by layer normalization.
The resulting output embeddings are sent to a masked
prediction layer, which predicts the missing values based on
the learned contextual representations. The predicted values
are compared with the actual masked values using a cost
function, and the resulting loss is backpropagated through the
model to update all parameters. This modeling approach is
effective for tasks demanding a global understanding of an
entire sequence’s context.

C. FEW-SHOT LEARNING

Similar to how humans are able to recognize objects after
observing them once, FSL is a specialized approach designed
to enable models to learn and generalize from very limited
amounts of labeled data [32], [33], [34]. In FSL, a classifier
needs to accommodate for new classes not seen in training,
given only few examples from each of those classes. One-
shot learning is a form of few-shot learning where the model
needs to learn given only one example per class [32], [35].
These algorithms must be able to extract rich contextual
understanding from the limited amount of seen examples to
generalize to new and unseen instances.

Snell et al. [33] introduced Prototypical Networks for
FSL. The main idea behind this research was to show that
data points belonging to the same class should be close in
distance to each other in an embedding space. The authors
suggested that each class should have a single representative
or prototype, and this prototype is the mean of all data
points in that class once they have been projected into a
shared embedding space. Support and query sets are then used
to simulate the few-shot learning scenario during training
and testing. The support set consists of a small number of
labeled examples for each class and are used to define the
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FIGURE 3. The overall architecture of the proposed packet detection algorithm.

prototype by computing the mean vector of the embedded
points for each class. The query set contains unlabeled
examples that the model needs to classify. These examples
are different from those in the support set and are used to
evaluate the performance of the model. Once the query and
support sets are embedded into the space, the model computes
the Euclidean distance between each query point and the
prototypes. The query points are then classified based on the
nearest prototype in the space.

IV. DATA

In this section, we discuss the characteristics and
pre-processing of two distinguished and well-recognized
datasets: UNSW-NB15 [36] and CIC-10T23 [37]. These two
datasets were chosen due to their comprehensive nature and
relevance in the field of cybersecurity, particularly in the
context of network intrusion detection and IoT security.
Both datasets are available from their official websites,
and the pre-processing steps outlined below allow for full
reproducibility.

A. UNSW-NB15

The UNSW-NB15 dataset was developed to address the
need for more extensive public intrusion detection network
datasets. Although benchmark datasets such as the KDD-
CUP99 [38] were prominently used for many years, the
UNSW-NB15 tackles the shortcomings these older datasets
have, such as redundancy and missing records. The UNSW-
NB15 comprises 100 GB of raw network traffic captured in
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PCAP format, featuring a balanced mix of real and simulated
modern attack scenarios. For practicality and to ensure
efficiency throughout the study, from the available 100 GB
of PCAP data, a subset of 4 GB was selected. This
subset includes diverse traffic scenarios, representing a
comprehensive coverage of network attacks and behaviors
that are available in the data.

The primary input to the model consists of packet bytes,
represented as decimal integers. To ensure a balanced dataset
and minimize bias, an equal number of malicious packets
from three selected attack types are randomly sampled. This
step is crucial to avoid overrepresentation of any single attack,
which could otherwise lead to an increase in false positives
or negatives during classification. Duplicate packets are
also removed to prevent unintended biases. For multi-class
experiments, we focus on three attack categories—Fuzzers,
Exploits, and Generic—due to their payload complexity,
distinguishing them from simpler, volume-driven attacks like
Distributed Denial of Service (DDoS).

B. CiIC-loT23

The CIC-I0T23 dataset is a comprehensive resource designed
to explore vulnerabilities in Internet of Things (IoT) security.
It includes seven broad categories of attacks—DDoS, Brute
Force, Spoofing, Denial of Service (DoS), Recon, Web-
based attacks, and Mirai malware—further divided into
over 30 specific IoT-focused attack types. The dataset
represents detailed network activity captured from a diverse
IoT environment with 105 unique devices, making it a rich
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source of PCAP files that log both benign and malicious
activities.

The pre-processing for CIC-10T23 closely parallels that of
UNSW-NBI15. Transport layer payloads are extracted from
TCP and UDP packets in randomly selected PCAP files.
These extracted bytes are initially converted to hexadecimal
format, with duplicates removed to maintain data integrity.
The cleaned data is then converted into decimal integers, and
each malicious class is assigned a unique label. To maintain
balance in the dataset and prevent model bias, we randomly
sample an equal number of malicious entries from each
attack class. For this study, we narrow our focus to three
specific attack types from CIC-IoT23: Backdoor Malware,
Vulnerability Attacks, and Brute Force Attacks. These attacks
rely on the content of the packet to execute their malicious
objectives, making them comparable to the chosen attacks
from the UNSW-NB15 dataset.

V. THREAT DETECTION ASSUMPTIONS

Our model focuses on active, traffic-based detection by
analyzing the content of network packet bytes. The primary
goal is to identify malicious content before execution
by inspecting packet byte sequences during transmission.
To clarify the scope and limitations of this work, we explicitly
define the assumptions associated with our approach.

We assume access to active network traffic, specifically
focusing on packet content from TCP and UDP transmission
protocols. A significant portion of data transmissions occurs
in plaintext [30], [31], which permits direct inspection of
packet content. We also assume that analyzing the complete
payload, even when it is fragmented across multiple packets,
is sufficient for detection. With these assumptions, the pro-
posed method offers several capabilities. By leveraging SSL
during training, the model can learn robust representations
of network bytes without labels, enabling the detection of
malware content early in active traffic. Furthermore, the
proposed method generalizes to unseen malware classes
using FSL, where limited labeled examples are sufficient
to classify introduced attack types. The reliance on packet
data also allows for efficient, real-time processing, making
the approach scalable to high-throughput network traffic.
Lastly, since the model assumes plaintext packet bytes, its
effectiveness may diminish for encrypted traffic. To mitigate
these risks, we evaluate the impact of encryption on detection
performance by applying two symmetric encryption methods
and repeating the method.

VI. SYSTEM ARCHITECTURE AND MODEL TRAINING

In this section, we describe the system architecture, training,
and evaluation of our model for network traffic classification.
Our method operates in multiple stages: we first pre-train
a byte-level transformer encoder with SSL through a MLM
objective from scratch on unlabeled packet bytes, producing
packet embeddings from the final hidden states of the trans-
former. Next, to validate the learned embeddings, we imple-
ment a lightweight downstream classifier on top of the frozen
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encoder for binary and multiclass malware detection and
classification under the assumption that sufficient labeled
data exists for conventional downstream classification. The
overall architecture of the proposed method can be referred
to in Fig. 3.

A. TRANSFORMER ENCODER

Transformer-based models have been powerful in natural
language processing tasks due to their ability to uncover
the complex relationships between words in sequences of
textual data. Although individual bytes in a network packet
may not inherently carry semantic meanings like words in
a sentence, their sequences, patterns, and relative positions
can encapsulate information about the nature of the packet.
Leveraging transformer’s capability to capture contextual
patterns, we show that it can be effectively applied to discern
distinctions in packet sequences. This process is powered by
the self-attention mechanism [7], enabling each byte in the
input sequence to reference and weigh other bytes within that
sequence while formulating its output representation. The
mechanism determines a significance score for each byte in
the sequence for the degree of attention it should receive. The
transformer encoder architecture can be divided into these
main parts:

1) EMBEDDING LAYER

The embedding layer is the initial conversion phase between
the input data and the transformer. The input, X =
[x1,x2,...,xn], is transformed into the token-embedding
matrix Z € RN*dmodel where N is the number of
decimal integer values in the sequence and dpodel is the
dimension of the embedding vectors. The embedding layer
converts these input sequences, encoded and padded during
the preprocessing phase, into embedding vectors of fixed
size 768. This conversion is performed by the learnable
embedding matrix Wg, which maps the fixed input tokens to
their corresponding embedding vectors in the feature space.
The output, Z, is given by:

Z = WgX, ey

where W is the embedding matrix, with each distinct Wg
corresponding to a particular instantiation of the embedding
parameters that will be learned during training.

2) POSITIONAL ENCODINGS
For transformers to understand and preserve the order of
sequences, positional encodings are added to the input
embeddings of the model. These encodings provide a unique
position to each element in the sequence, allowing the model
to recognize the position of each byte in the network packet
and their relation to others within the same sequence. This
aids the self-attention mechanism by treating each input
independently and would otherwise not maintain information
about sequence order.

The positional encoding vector is designed to have the
same dimension, dmegel, as the embedding layer, allowing the
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two to be summed together. The encoding for position pos and
dimension i is calculated using sine and cosine functions:

. pos

PEpos 2i = sin (m) @
pos

PEpos.2it+1 = 08 (m) )

This ability lets the model shift its attention globally across
the sequence, paying more attention to certain parts based on
what they are and their position. This makes the model more
efficient at recognizing patterns within the sequence.

3) MULTI-HEAD SELF-ATTENTION MECHANISM

The self-attention mechanism is what sets transformers
apart from other traditional deep learning architectures. The
self-attention mechanism allows the model to capture depen-
dencies and relationships across the entire input sequence,
regardless of their distance from each other. The ability
to weigh the importance of different bytes based on both
their content and their positions within the sequence is what
makes the self-attention mechanism powerful for the given
sequential task. This is achieved through the following steps:

4) INPUT LINEAR TRANSFORMATION

Once the input sequence has been converted into the
embedded matrix Z, each vector z; within this matrix is then
transformed into three distinct vectors: queries (Q), keys (K),
and values (V), using the respective weight matrices Wy,
Wy, and Wy, which are learned during the training process.
These transformations can be described by the following
equations:

Q=WyZ “)
K =WxZ )
V=WyZ (6)

where Z is the matrix of embedded vectors, and Wg, Wk,
and Wy are the weight matrices that transform the embedded
vectors into queries, keys, and values, respectively.

5) COMPUTATION OF ATTENTION SCORES

Attention scores are computed by taking the dot product
of the query with all keys, scaled by Ld’ where dj is the
dimension of the key vectors. The softmax function is applied
to these scores to obtain a probability distribution.

KT

The final output represents an aggregation of the input
features, detailing the most relevant information for each byte
in the sequence. This mechanism allows the model to capture
both the global understanding and complex information
necessary for understanding the packet input patterns.

Attention(Q, K, V) = softmax (

6) MASKED PREDICTION LAYER
The primary function of the masked prediction layer is to
predict the masked bytes in the input sequence. This layer
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Algorithm 1 Self-Supervised Training and Embedding
Extraction
1: Input: Set of network packets P = {p1, p2, ..., pn}
: Output: Packet embeddings E for downstream tasks
: Step 1: Packet Byte Masking
: for each packet p; € P do
Convert p; to decimal integers x = (x1,x2,..., X)),
where x; € [0, 255].
6: Leta = 0.15. Randomly select [« - [ positions from
{1,2,...,1} to form the mask set R.
7. for each index j € R do

[T NN

8: With 80% probability: x; <- [MASK]

9: With 10% probability: x; <« Random token €
[0, 255]

10: With 10% probability: x; < Unchanged

11:  end for

12: Pad x to fixed length Ly to form p}.

13: end for

14: Let P' = {p/, p, ..., p)} be the masked dataset.
15: Step 2: Transformer Model Training
16: For each p! € P’, embed via W to get Z;. Add positional
encodings PE.
17: Train the transformer using self-attention to predict
masked bytes:
min L),

where L is the cross-entropy over masked positions. Use
Adam for optimization.

18: Step 3: Embedding Extraction

19: After convergence freeze transformer’s parameters 6.

20: For any input packet p;, feed forward to obtain last hidden
state embeddings H;.

21: Compute the packet embedding e; by mean pooling the
rows of H;.

22: Return the set of packet embeddings {e;}.

converts the encoded embeddings into logits corresponding
to the vocabulary size. These logits are then passed through
a softmax function to produce a probability distribution
over the entire vocabulary for each masked position. These
probabilities represent the model’s predictions for the masked
bytes in the input sequence.

B. MODEL TRAINING

The self-supervised transformer model is trained on packet
data without labels, leveraging a MLM objective at the
byte-level. Following standard masking strategies [5], 15%
of bytes in each input sequence are randomly selected for
masking. Out of those selected for masking, 80% are replaced
with a special mask token, 10% are replaced by arandom byte
sampled from the vocabulary, and the remaining 10% are left
unchanged. Although some selected bytes are not physically
replaced by the mask token, they are still considered
“masked” from the model’s perspective. Therefore, the
model learns to predict the original values of these masked
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Algorithm 2 Few-Shot Learning for Malware Classification
1: Input:

o Support set S containing examples from three
malware classes (one of which is unseen/untrained).
o Query set Q (unlabeled samples for evaluation).

2: Output: Predicted labels j, for each query point g € Q.
3: Step 1: Episodic Training
4: for training episode = 1 to max_episodes do
5:  Randomly generate a support set Sy and query set Oy
foreachclassk =1, ...,K.
for eachclassk € {1,...,K} do

Compute the prototype:
1
k= 1500 Z Jo(xi).
wnes
: end for
9:  for each query sample (x;, y;) € Ok do
10: Compute embedding: €; = fy(x;)
11: Assign predicted label: y; = arg miny d (ej, ck)
12:  end for

13:  Compute the loss J over the query predictions.

14: end for

15: Step 2: Few-Shot Inference

16: Compute prototypes ci for each class k using the support
setS.

17: for each query sample g € Q do

18:  Compute embedding: e, = fo(q)

19:  Assign predicted label: 3, = argminy d (e, ck)

20: end for

bytes using the context provided by the unmasked bytes.
Cross-entropy loss is employed as the primary cost function
for masked byte prediction. The cross-entropy can be defined
as:

L=-—

1 N V
D vielogpie). ®)

Ninas
masked i—1 c—1

where V is the number of unique packet elements, y; .
represents the ground truth for the i-th masked element, and
Di.c 18 the predicted probability for each element c at position
i. N is the total count of masked elements across the batch,
and Npasked 1S used to normalize the loss. This approach
focuses the model on predicting masked elements using the
context provided by the unmasked elements, leading to learn
the representation of the data’s underlying structures.

The Adam optimizer is used with a learning rate of
2e — 5 and provides weight decay regularization, which
prevents the weights from growing too large to help mitigate
overfitting [39]. Overfitting occurs when a model fits too
closely to the training dataset, leading to poor performance
on the testing data. A scheduler for learning rate decay is
also used to reduce the learning rate over the training period.
The scheduler gradually increases the learning rate from
zero to a specified learning rate during the warmup period,
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then linearly decreases the learning rate over the remaining
epochs of training [40]. The experiments were conducted on
NVIDIA GeForce RTX 2080 GPUs. This hardware enabled
us to use significant computational power, facilitating quicker
processing and learning.

C. EMBEDDING EXTRACTION

After the training is complete, we process each input packet
sequence through the trained transformer’s final hidden layer
to produce a contextualized embedding vector for every byte
in the input sequence. To obtain a vector representation for
each packet, we perform mean pooling over the sequence
dimension of the last hidden states. Let H € RN *dmode
represent the last hidden state, where N is the sequence length
and dpodel 1s the embedding dimension. We compute the final
packet embedding e € Rmodel ag:

1 N

This operation aggregates the information across all bytes
in the sequence, resulting in a single embedding vector
that captures the semantic features of each packet. These
embeddings are used as input for downstream tasks, such
as the fully-connected classifiers. For the FSL task, when
a novel class is introduced that is excluded from SSL pre-
training, its packet sequences are still passed through this
same final hidden layer to extract embeddings. This enables
the transformer’s learned feature space to generalize to novel
or unseen classes. Algorithm 1 details the masking, training,
and extraction of the SSL model.

D. MODEL CONFIGURATION
The selected hyperparameters of the model include the
number of unique bytes (i.e. 258), hidden size, number of
hidden layers, number of attention heads, the intermediate
size, maximum length of the input payload, and the number
of labels for this application, and are presented in Table 2.
The unique bytes parameter represents the total number of
unique elements found in the input data. Here, the total is 258,
accounting for each unique hexadecimal value and additional
pad, unknown, and masking integers, following standard self-
supervised practices. The hidden size parameter is essential in
determining the dimension of the hidden state. The number of
hidden layers represents the number of stacked transformer
blocks present in the model. Complementing these blocks
is the number of attention heads, which control the model’s
ability to attend to different segments of the input. This is
pivotal for the model to comprehend and learn from the
input data effectively. The intermediate size determines the
dimension of the intermediate later in the network within
each transformer layer. This value helps ensure that the
network can process and transform the input data at each
layer effectively. The maximum position embeddings denote
the maximum length of the input sequence. For this study,
we do not restrict the maximum packet length, which is set
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TABLE 2. Model configurations.

Configuration Parameter | Value
unique_bytes 258
hidden_size 768
num_hidden_layers 12
num_attention_heads 12

intermediate_size 3072

max_position_embeddings 1500

TABLE 3. Downstream M.L. classifier architecture.

Layer Output dim.

FC: dipogel — 512 512
FC: 512 — 128 128
FC: 128 — C c

Components

ReL U, BatchNorm, Dropout(0.5)
ReLU, BatchNorm
softmax

to 1500. It is important to note that transformer architectures
are inherently capable of processing sequences that extend
beyond a single packet’s MTU, meaning that if a payload
exceeds 1460 bytes and is split across multiple packets,
the transformer can process it as a continuous stream of
bytes across packet boundaries. However, increasing the
maximum input length significantly raises computational
resource requirements, such as memory usage and processing
time. These configurations remained consistent through our
study of extracting the packet byte embeddings.

E. DOWNSTREAM TASK

After the extraction of the embeddings from the transformer
trained with SSL approaches, a downstream task is applied
for the purpose of malware classification to test the quality of
the embeddings. In this paper, we assume two downstream
task settings: 1) sufficient annotated malware samples are
available, enabling the training of a conventional classifier;
and 2) only a few annotated samples are available, leading to
the implementation of FSL.

In the first setting, we assume that a sufficient amount of
labeled data is available. This is tasked with interpreting and
classifying the embeddings to distinguish between benign
and malicious network traffic and classifying the type of
malwares. To achieve this, a mutli-layer (M.L.) classifier
architecture is employed on top of the transformer model.

In this architecture, shwon in Table 3, the input embedding
vector of dimension dmegel 1S first passed through a fully
connected linear layer that projects it into a 512-dimensional
space. This is followed by batch normalization, a ReLU
activation to introduce non-linearity, and a dropout layer with
a dropout rate of 0.5 to prevent overfitting. The network
then reduces the 512-dimensional output to 128 dimensions
through a second linear layer, again applying batch nor-
malization and a ReLU activation to maintain stability and
non-linearity in the learning process. Finally, a linear layer
maps the 128-dimensional vector to C output neurons, where
C corresponds to the number of classes. A softmax activation
function is applied to the final output to generate a probability
distribution over the classes.
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The model is trained using cross-entropy loss and the
Adam [39] optimizer is implemented with a learning rate
of 0.01. A learning rate scheduler is also incorporated into
training, ensuring the model adapts its learning process over
time. After training, the classifier interprets the embeddings
to distinguish between benign and malicious packets. The
classifier outputs a probability distribution across all defined
categories, such as benign or malicious for binary, and types
of malware for multiclass.

VIl. FEW-SHOT LEARNING ARCHITECTURE

Our framework begins by pre-training the transformer model
using SSL to extract the robust embeddings from network
traffic data. When sufficient labeled data exists, these embed-
dings are used to train a downstream classifier for malware
detection and classification. This classifier is highly effective
for known malware types when there exists a large number
of annotated data samples. However, when a new malware
variant occurs in a network, often only a few labeled examples
are available for these novel threats. In such cases, it is
impractical to train a new classifier from scratch due to the
scarcity of data. To address this challenge, we employ a FSL
approach that leverages robust representations learned during
pre-training on known malware types. These representations
enable the adaptation to novel malware classes with only a
few annotated examples by transferring prior knowledge to
classify new threats.

In the FSL scenario (the second setting), once the
embeddings of the packets are extracted using the pre-
trained transformer, the support and query sets are randomly
selected. Support sets consists of a limited number of labeled
examples from each class, while the query set contains
unlabeled examples that the model attempts to classify based
on the knowledge learned from the support set. The model
uses a limited number of support examples (shots) from
each class (ways) to form class-specific prototypes. These
prototypes represent the central tendencies of each class
in the embedding space from the self-supervised features.
The few-shot framework employs a fully connected linear
layer, tasked with transforming the input embeddings to a
representation space. The model is also trained using episodic
training. Episodic training is a method used in few-shot
learning to prepare models by organizing training into a
series of learning problems, known as episodes, to mimic the
circumstances encountered during testing [41].

In each episode, we randomly select K classes from the
dataset. For each class k, two distinct sets are sampled: a
support set Sy comprising Ng examples, and a query set
Oy comprising Ng examples. The algorithm computes the
class prototypes ¢ by taking the mean of the transformed
feature vectors of the support set embeddings, Si. Once the
class prototypes are established, the algorithm evaluates each
query sample (x, y) in O, calculating the Euclidean distance
from x to each class prototype ¢, and then assigns the class
label of the nearest prototype to x. The update to the model
parameters is based on the loss J, which is formulated as the
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TABLE 4. Results of binary and multiclass classification of malware types on the test dataset.
Note: Bold font indicates the highest performance, while underlined denotes the second-best result in each column.

Binary Classification

Multiclass Classification

Method

UNSW-NB15 CIC-IoT23 UNSW-NB15 CIC-IoT23
Acc Prec. Rec. Fl1. Acc. Prec. Rec. F1. Acc. Prec. Rec. F1. Acc. Prec. Rec. Fl1.
1D-CNN [21] 9519 94.89 9577 9631 8281 8233 8251 8292 89.88 90.15 89.88 89.88 76.18 7799 76.19 7637
2D-CNN [22] 92,95 9291 9291 9291 7889 7926 78.89 78.80 87.73 88.55 8773 8775 69.81 7648 69.81  70.02
LSTM [42] 9147 9041 9325 91.81 7922 7896 8031 79.63 83.26 8398 8326 8342 6147 6197 60.89 61.45
ResNeXt+[14]  91.66 92.11 91.16 91.13 8210 8211 8210 8209 90.05 90.I18 90.05 90.12 7514 79.14 7514 7529
DEEPShield [13] 9277 89.99 96.66 9320 7556 73.23 8144 77.12 84.84 8578 8484 8479 6941 7369 69.41 69.52
Proposed (M.L.) 94.88 95.04 9488 94.88 8325 8325 8325 8324 9129 9151 9129 9129 77.88 79.55 77.88 78.03
TABLE 5. Average inference time per sample (ms). false negatives (FN) when the model mistakenly identifies a
malicious packet as benign. The accuracy is interpreted as
Method UNSW-NB15 CIC-10T23 the proportion of packets that the model correctly identifies,
Binary Multiclass Binary Multiclass as either malicious or benign, out of all sampled packets,
_ TP+TN o
1D-CNN [21] 0.51 0.16 0.13 0.14 shown by Accuracy = priyyppypy- Precision measures
2D-CNN [22] 0.61 0.64 0.60 0.59 the proportion of packets identified by the model as malicious
LSTM [42] 6.10 6.33 5.80 5.63 that are truly malicious, Precision = %. Recall
ResNeXt+[14] 1.98 1.71 1.93 1.95 1 h . £ all malici K + h
DEEPShield [13]  0.34 0.40 098 0.29 evaluates the proportion of all malicious packets prTe;,sentt at
the model successfully identifies, Recall = =57 . The
Proposed (MLL.)  0.03 0.06 0.04 0.04 y ’ TP+FN

negative log-likelihood of the softmax probabilities over the
distances between the query samples and the class prototypes.
Specifically, for each query (x, y) in O, the loss J is updated
according to the equation:

1
T = I+ |40 cotlog kz exp(—d(fy (x), ci))
(10)
This process is repeated across numerous episodes, allowing
the model to generalize better to new configurations of class
examples. The overall procedure of the proposed framework
is highlighted in Algorithm 2.

VIIl. RESULTS

In this section, we delve into the metrics to report per-
formance, the state-of-the-art (SOA) benchmarks used for
comparison, and the results of our proposed method. We pre-
train the encoder once per experimental setting and then
run each downstream classifier three times with different
random seeds, reporting the mean test accuracy (and episode-
averaged mean for FSL).

A. METRICS

To evaluate the performance of the proposed method,
several metrics are taken into consideration. For this study,
we consider accuracy, precision, recall, and F1-Score on the
test dataset. True positives (TP) are instances when the model
correctly identifies a packet as malicious, a true negative
(TN) are instances where the model correctly identifies the
packet as benign, false positives (FP) are instances where the
model incorrectly identifies a benign packet as malicious, and
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F1-Score is the harmonic mean of precision and recall, F1 =
2. %’%. These metrics provide a comprehensive
evaluation of our model’s ability in accurately detecting
and classifying malware. Lastly, for clarification, the test
dataset used in our evaluation process differs from the training
dataset. The test dataset consists of randomly selected, unseen
samples and ensures that the model is using a distinct dataset

to evaluate the performance.

B. BENCHMARKS

Central to the evaluation of our study is the role of the
downstream classifier, which confirm the effectiveness of
the transformer embeddings produced through SSL methods.
To display our proposed method’s robustness, we compare
with other SOA learning models for traffic classification
that are comparable to our study. The 1D-CNN model [21]
employs one-dimensional convolutional layers to extract
hierarchical patterns from raw network packet data, effec-
tively capturing local dependencies within sequential data.
The 2D-CNN model [22] extends this concept by mapping
packet data into a two-dimensional grid structure, allowing it
to capture spatial relationships and patterns that may not be
evident in a sequential representation. The LSTM [42] aids in
modeling long-term dependencies in sequential data, making
it proficient for capturing temporal patterns in packet streams.
ResNeXt+ [14] builds on the ResNeXt architecture by
incorporating an attention mechanism into the residual blocks
for feature exaction. Lastly, DEEPShield [13] takes a hybrid
approach, developing an ensemble method technique that
includes a CNN and LSTM. All these models are evaluated
using the same SSL-generated embeddings, ensuring a
consistent feature representation across comparisons and
showcasing the adaptability of our embeddings to diverse
architectures.
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TABLE 6. Results of few-shot classification of malware types on the query set.

Dataset Trained Classes U Class 1-shot S-shot
Acc. F1 Unseen Acc. Acc. F1 Unseen Acc.
Exploits, Fuzzers Generic 83.04 8239 82.82 89.12 89.10 89.95
UNSW-NB15  Fuzzers, Generic Exploits 82.86 8226 82.54 89.48 89.74  89.68
Exploits, Generic Fuzzers 7942 7859 7745 87.89 87.65 87.16
Backdoor, Vulnerability Brute Force 5823 57.19 56.08 7137 71.08 70.67
CIC-IoT23 Vulnerability, Brute Force ~ Backdoor 61.32 60.25 61.35 7426 73.89 74.07
Backdoor, Brute Force Vulnerability 62.35 6138 61.73 75.01 7491  75.05
0 Accuracy vs Inference Time (UNSW-NB15) 22 - Accuracy vs Inference Time (CIC-1oT23)
7 Untrained Class == Inference Time Untrained Class =#- Inference Time
s —e— Generic —e— Backdoor ',A 24
—=— Exploits - —=— Brute Force g 7
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FIGURE 4. Comparison of accuracy and inference time UNSW-NB15 and CIC-loT23 Datasets: Accuracy trends for different untrained classes are displayed

alongside average inference time per episode for each number of shots.

C. BINARY AND MULTI-CLASS CLASSIFICATION

The data for the downstream classification task involving
the SSL embeddings are divided into training, testing, and
validation sets, with proportions of 70%, 20%, and 10%,
respectively. The performance of our proposed method was
evaluated over 25 epochs, demonstrating improvements in
accuracy, precision, recall, and F1-Score when using packet
bytes as input, shown in Table 4.

For the binary classification task, the M.L. fully connected
network demonstrates strong performance, with the M.L.
classifier achieving SOA results. For the UNSW-NBI15
dataset, the M.L classifier attains an accuracy of 94.76%,
precision of 94.95%, and an F1-score of 94.81%. Similarly,
on the CIC-IOT23 dataset, the M.L classifier outperforms
all other method’s metrics, achieving an accuracy of 83.25%
and consistently high precision and recall scores. Similarly,
when extending to a multiclass classification task to dis-
tinguish different malware types, a similar trend occurs.
For example, the M.L. model achieves 91.51% accuracy
classifying Fuzzers, Exploits, and Generic attacks, and
78.03% F1-score on CIC-I0T23 for classifying Backdoor,
Vulnerability, and Brute Force attacks. Although the simpler
M.L. model exhibits SOA performance, we also observe that
other downstream architectures (i.e. CNN or DEEPShield)
exhibit strong performance with the produced SSL embed-
dings. These findings confirm that the SSL transformer’s
embeddings preserve valuable information about packet data,
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enabling robust performance across a range of classifier
architectures.

The inference times per sample, shown in Table 5, further
emphasize the efficiency of the proposed method. The M.L.
fully connected networks has a significantly lower inference
time compared to other benchmark models. The M.L network
achieves an inference time of 0.03 ms and 0.04 ms for UNSW-
NB15 and CIC-IOT23, respectively. In contrast, models such
as LSTM and CNNs exhibit considerably higher inference
times, with the LSTM model requiring over 6 ms per sample
on UNSW-NBI15. The faster inference time of the M.L.
network make it ideal for real-time applications.

The enhancement in metrics can be attributed to several key
factors inherent to our model’s design and training approach.
The extraction of the SSL embeddings allows our model
to capture a deeper understanding of the dataset’s intrinsic
structure. Traditional supervised learning rely on labeled
data, while SSL focuses on learning useful representations
from unlabeled data via a pretext task, enabling the model to
better generalize for the training and testing of the data. The
improvement in metrics is also due to the transformer-based
approach, which handles sequential data more efficiently due
to the self-attention mechanism. This approach allows the
model to evaluate each byte based on position within the
entire sequence, giving it a unique advantage in identifying
the significance of each byte relative to the whole sequence.
The ability to globally understand the sequence helps identify
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10 Multi-Class Benchmark Comparison: UNSW-NB15 vs CIC-10T23

B UNSW-NBLS
= acioT23

Accuracy (%)

1D-CNN 2D-CNN ResNeXt+
Benchmarks

DEEPShield Proposed (M.L.) Proposed (FSL)

FIGURE 5. Comparison of accuracies of benchmarks vs. few-shot
classification.

when certain byte sequences or patterns might be indicative
of malicious activity when appearing in specific contexts or
configurations within the packet.

D. FEW-SHOT CLASSIFICATION

1) EXPERIMENTAL SETUP

The primary motivation for these experiments is to assess the
model’s ability to generalize to novel classes with limited
supervision, a critical requirement for real-world scenarios
where labeled data for all classes may not always be available.
FSL allows us to test how well the SSL embeddings can
adapt to previously unseen classes with very few labeled
examples. To simulate this scenario, we train the SSL
model exclusively on two of the three malware classes
during pre-training, ensuring no prior exposure to the unseen
class.

We frame the problem as a 3-way classification task,
testing both 1-shot and 5-shot settings, and using 15 query
samples per episode. During each training episode, the
model is presented with a small support set (either 1 or
5 labeled examples per class) and a set of query samples
drawn from all three classes, including both previously
seen (trained) and novel (untrained) classes. By exposing
the model to queries from both known and new classes
within the same episode, we ensure that it develops a
global understanding of the entire class distribution, rather
than focusing solely on the introduced class. Further-
more, we report the accuracy for the unseen class during
inference.

The training process spans 10 epochs, with 500 episodes
per epoch for the UNSW-NBI15 dataset and 2,000 episodes
per epoch for the CIC-IoT23 dataset, reflecting their
respective sizes (over 8,000 and 40,000 samples). Following
training, the model is evaluated using 1,000 newly sampled
episodes, structured similarly to the training episodes.
To maintain a fair evaluation, training and testing episodes are
drawn from disjoint subsets of the dataset. To further validate
the robustness of our approach, we repeat the entire training
and evaluation process over five independent iterations. For
each iteration, the model’s weights are re-initialized, and
the training procedure (including all epochs and episodes) is
executed from scratch.
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1-Shot ROC Curves for Unseen Class Detection on UNSW-NB15

5-Shot ROC Curves for Unseen Class Detection on UNSW-NB15
Across Different Unseen-Class Experiments

Across Different Unseen-Class Experiments
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1-Shot ROC Curves for Unseen Class Detection on CIC-1oT23
Across Different Unseen-Class Experiments

5-Shot ROC Curves for Unseen Class Detection on CIC-1oT23
Across Different Unseen-Class Experiments
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FIGURE 6. Few-Shot ROC for Unseen Class on UNSW-NB15 and CIC-l0T23,
1-/5-shot.

2) RESULTS

The results of our few-shot learning experiments for classi-
fying both known and newly introduced malware types are
presented in Table 6. The Trained Classes column indicates
which classes were pre-trained with self-supervision, with the
Unseen Class column serving as the novel, untrained class for
that specific experiment. In the 1-shot setting on the UNSW-
NB15 dataset, the model’s highest performance occurs when
trained on Exploits and Generic malware types, with an
overall query accuracy of 83.04% and 82.82% accuracy
specifically for the unseen class. In the 5-shot setting, the
best overall query accuracy of 89.48% is achieved when the
model is trained on Fuzzers and Generic malware types,
with Exploits as the unseen class. Meanwhile, the highest
accuracy for an unseen class is observed for the Generic
class, achieving 89.95%. For the CIC-IoT23 dataset, the
model demonstrates a similar trend but with slightly lower
accuracies, reflecting the increased diversity of the [oT traffic
data. In the 1-shot setting, the best performance is achieved
when training on Backdoor and Brute Force malware types,
with Vulnerability as the unseen class, resulting in an
overall query accuracy of 62.35% and 61.73% accuracy
for the unseen class. Similarly, in the 5-shot setting, the
model achieves its highest query accuracy of 75.01% when
trained on Backdoor and Brute Force malware types, with
Vulnerability as the unseen class.

Fig. 4 offers additional context by comparing the rela-
tionship between accuracy and inference time for both
datasets across different shot settings. The most significant
accuracy improvement is observed between the 1-shot
and 5-shot scenarios, with smaller incremental gains as
the number of shots increases. The increase in accuracy
between 1 and 5 shots shows how providing more support
examples leads to the generation of more discriminative
class prototypes. Specifically, on the UNSW-NB15 dataset,
the model demonstrates a steady increase in accuracy with
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TABLE 7. Masking percentage ablation with M.L. classifier (binary).

Masking % UNSW-NB15 CIC-IoT23
Accuracy F1-Score Accuracy F1-Score

5% 95.59 £0.22 9559 +£0.23  79.53 + 0.33 79.48 + 0.31
10% 9547 £0.60 9547 +0.60  80.69 4 0.37 80.68 + 0.37
15% 9488 +£0.15 94.88 +0.15 83.2540.25 82.34 +£0.24
20% 9428 £ 031 9428 +£0.31  83.17 +0.20 83.15 £ 0.20
25% 9457 £023  9457+023 8527 +0.21 85.28 4+ 0.21
30% 9397 +£0.36 9397 £0.36  84.93 £0.28 84.92 +0.28

more shots before plateauing, showing optimal performance
with minimal inference time. For example, the Generic class
reaches approximately 90% accuracy in the 15-shot setting,
with an inference time of just over 2ms per episode. Similarly,
in the CIC-I0oT23 dataset, accuracy trends improve with more
shots, with Vulnerability reaching over 76% accuracy in the
15-shot setting. The inference times remain low for both
datasets, demonstrating the computational efficiency of the
proposed approach. Furthermore, it is important to note that
an episode in our few-shot learning framework is not a
single sample but consists of multiple samples: a support
set containing Ng labeled examples per class and a query
set containing Np unlabeled examples from all classes. For
a 3-way classification task, each episode therefore includes
3 x (Ns + Ng) samples.

Furthermore, we opt to compare the average few-shot
results with the benchmarks to analyze how the accuracy
compares, shown in Fig. 5. Despite using significantly fewer
training samples, the FSL method performs comparably
to SOA classifiers, surpassing methods like 2D-CNN,
LSTM, and DEEPShield classifiers. Additionally, in our FSL
framework, we train on only two of three classes, unlike
the previously mentioned multiclass classification problem,
which required all three classes to undergo self-supervised
training. This in-turn saves training costs and allows for
the ability to detect previously unseen malware classes
with high accuracy, an issue that is overlooked in typical
classification problems. Overall, our approach effectively
leverages knowledge from known malware types to classify
novel malware types that were unseen during training, even
with a limited number of labeled samples. This capability
makes it a promising solution for real-world scenarios where
labeled data is scarce and new malware types are frequent.

Lastly, as shown in Fig. 6, we present the Receiver Operat-
ing Characteristic (ROC) curves corresponding to the unseen-
class few-shot experiments. Each curve demonstrates model
performance in both the 1-shot and 5-shot settings, reported
separately for the UNSW-NB15 and CIC-IoT23 datasets.
By plotting the true positive rate against the false positive
rate, these curves highlight the model’s ability to distinguish
unseen classes. For UNSW-NB 15, all unseen classes achieve
strong separability, with AUC values above 0.90 in both
1-shot and S-shot settings. This indicates that even with
minimal labeled support data, the learned embeddings
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FIGURE 7. Comparison of average few-shot classification accuracies
across different distance metrics with the UNSW-NB15 dataset.

provide highly discriminative features, and performance
further improves with additional support examples. For CIC-
I0oT23, unseen detection is more challenging, as reflected in
lower AUC values (0.73-0.78) in the 1-shot setting. However,
the curves show improvement with 5-shots, with AUC values
improving above 0.86 across all unseen categories. This
demonstrates that the model generalizes better when provided
with slightly more support samples, particularly in IoT traffic
where class distributions and payload patterns are more
diverse.

IX. ABLATION STUDY

A. MASKING PERCENTAGE

To investigate how varying proportion of masked bytes
influences the quality of the learned embeddings, we conduct
an ablation study examining multiple masking percentages
ranging from 5% to 30%. Although 15% masking is generally
used for SSL tasks, our objective is to learn the optimal
ratio that preserves sufficient information for robust training
of the model, but also prevents the model from becoming
too reliant on unmasked data. Table 7 displays the results
for different masking percentages on distinguishing between
malicious and benign packets. On the UNSW-NB15 dataset,
we can observe the highest accuracies occur between 5% and
15%, with accuracy slightly dropping off when masking more
than 15% of packet bytes. On the more challenging CIC-
[0T23 dataset, we observe that higher masking rates improve
performance, with 25% byte masking resulting in over a 2%
increase in classification over standard 15% masking.

The results suggest that the conventional 15% of input
masking commonly employed in SSL tasks may not be
universally optimal for all network traffic domains. Instead,
choosing an appropriate masking rate depends on dataset
complexity and diversity. On more homogeneous network
traffic, such as UNSW-NB15, a moderate masking strategy
works well. However, on the CIC-10T23 dataset, more varied
patterns emerge due to complexity of the number of devices,
over 100, connected on the same network. These additional
complexities benefit from a higher masking ratio, which
forces the model to rely more heavily on context rather than
a smaller subset of repetitive byte patterns.
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TABLE 8. Transformer depth and dimension ablation on UNSW-NB15 for
binary, multiclass, and FSL classification.

Depth / Dim Binary Multiclass FSL (5-shot)

Acc. F1 Acc. F1 Acc. Unseen Acc.
6/384 76.03  75.06 8546 8545  68.26 67.52
6/768 92.57 92,57  89.31 89.31 82.88 82.60
12/384 82.81 82.60  84.73 84.68  70.19 69.42
12/768 (baseline)  94.88  94.88  91.29 9229  88.83 88.93

B. FEW-SHOT DISTANCE METRIC

To evaluate the impact on various distance metrics on
few-shot classification, we experiment with three common
measures: Euclidean distance, Cosine similarity, and Man-
hattan distance. Euclidean distance is used to measure the
straight-line distance between the class prototype and the
query point to be classified, cosine similarity is the cosine
of the angle between two vectors and the dot product of the
vectors normalized by the product of their lengths, and lastly
Manhattan distance is computed as the sum of the absolute
differences between coordinate values. Euclidean distance
was exclusively implemented in our main experiments.
By only changing the distance metric while keeping all
other hyperparameters fixed, we can isolate the effect of the
distance function on few-shot performance.

The results of the ablation study are shown in Fig. 7 and
demonstrate notable variations in classification performance
across all three distance metrics. Notably, Euclidean distance
consistently outperforms Cosine and Manhattan distances
on all three few-shot experiments with the UNSW-NB15
dataset, resulting in an average accuracy of 81.77% =+
2.04% and 88.83% =+ 0.83% in the 1 and 5-shot settings,
respectively. Cosine distance, although slightly less effective
than Euclidean distance, still produces competitive results,
achieving an average accuracy of 80.36% =+ 1.90% in the 1-
shot setting and 88.00% = 0.86% in the 5-shot setting. Lastly,
Manhattan distance demonstrates the weakest performance
among the three distances, with an average accuracy of
76.67% =+ 2.84% and 85.41% =+ 1.12% in the 1 and 5-shot
settings.

C. SENSITIVITY TO TRANSFORMER PARAMETERS

To investigate the sensitivity to transformer depth and embed-
ding dimension, we conduct an ablation study to evaluate
the sensitivity of our model to the depth of the transformer
backbone and the dimensionality of its embeddings. Our
original architecture is based on a 12-layer transformer
with a hidden size of 768, consistent with standard base
configurations. To simulate resource-constrained settings for
SSL pre-training, we designed variants with reduced numbers
of transformer layers and hidden sizes.

The rationale behind this design consists of two main
reasons. First, the number of transformer layers in the
model influences the representational capacity of the model,
while also corresponding to the number of attention heads
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the model can apply. This enables deeper networks to
capture longer-range dependencies and better refine attention
patterns, although at the cost of increased computational
overhead during pre-training. Second, the size of the
embedding dimension determines how much information
is retained in the latent space. Smaller dimensions may
improve computational efficiency, but lose fine-grained and
discriminative characteristics of the traffic bytes. By evalu-
ating different configurations, we can better understand the
relationships between model depth, representational power,
and classification performance across binary, multiclass, and
FSL scenarios.

Table 8 summarizes the results of this ablation on the
UNSW-NBI15 dataset, compared to baseline classification
performance of each experiment. We report accuracy and F1
metrics across binary and multiclass experiments, and overall
and unseen class accuracies for the FSL experiment based
on the 5-shot baseline results, averaged over all three FSL
experiments. Reducing transformer layer depth from 12 to
6 layers while retaining the 768-dimensional embedding
yields the smallest degradation across all tasks. In contrast,
narrowing the embedding to 384 dimensions across either
depth substantially decreases performance, with the largest
drops occurring in the binary and FSL classification tasks.
The baseline models remains best overall, but among the
reduced-capacity models, we can conclude that the 6/768
variant offers a favorable trade-off.

This occurs due to the smaller embedding dimension
constraining the model’s capacity to encode discriminative
features from the traffic data, especially under few-shot
scenarios, where the model must adapt to the novel class that
was not seen during pre-training. Consequently, this leads
to the largest performance drop in the few-shot setting for
average and unseen accuracies. Regarding the depth of the
layers, we can conclude that most discriminative features
are learned in the earlier layers of the model. However, the
baseline performance of 12/768 still yields favorable results
compared to the constrained variants.

X. ENCRYPTED TRAFFIC

In this study, our analysis focuses on the raw packet bytes
contained within TCP and UDP network packets from various
datasets. However, it is crucial to note the limitations when
dealing with encrypted traffic. Encryption—the process of
converting plaintext into ciphertext to secure data transmis-
sion and make it unreadable to unauthorized entities without
the appropriate decryption keys—plays a pivotal role in data
security. Specifically, when plaintext is encrypted using a
key, it transforms into ciphertext that does not reveal any
information about the original content without the correct
decryption key [43].

Let us denote m as the variable representing the raw
payload message, and Ej(-) as the encryption function that
encrypts m with the key k. In this context, observing
the ciphertext ¢ yields no information about the original
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FIGURE 8. Comparison of processing input packets for AES and Fernet
encryption processes.

message m, expressed as:
p(m = mi|Ex(m) =c) =p (1D

This equation underscores that decrypting the plaintext
my with the encryption algorithm Ej(-) and key k results in
a unique ciphertext, effectively concealing any details of the
plaintext.

Despite these encryption properties, some studies have
successfully classified encrypted network traffic from various
applications [44], [45]. This classification success is largely
due to the unique encryption signatures that different
applications’ random generators leave, which, while not dis-
closing plaintext content, offer a form of application-specific
pattern. The challenge, however, lies in malware detection,
where access to plaintext information is crucial. If malware
signatures can be detected in encrypted traffic, it would
suggest that the encryption method fails to adequately
mask the plaintext, thereby violating the principle stated in
Equation 11. Our research involved applying two encryption
methods to the packet data: the Advanced Encryption
Standard (AES) and Fernet symmetric encryption [46], [47].
Unlike our earlier work [20], which introduced text-encoding
artifacts through character-level tokenization, this byte-level
formulation avoids dataset-specific cues and provides a more
rigorous basis for evaluating ciphertext learnability. Fig. 8
represents the different pre-processing methods between both
encryption methods.

A. AES ENCRYPTION

AES encryption uses a 256-bit key and a 16-byte initialization
vector (IV), ensuring a unique encryption outcome for each
key and IV pair. The uniqueness of AES lies in its ability
to obscure any recognizable patterns within the payload
data by yielding an unrepeatable outcome for every unique
combination of key and IV. This guarantees that even if the
same packet data is encrypted multiple times, the outcomes
will differ each time when a different IV is used. After
encryption, the AES-encrypted packets are converted into
a hexadecimal format. Each character in this hexadecimal
representation is then mapped to its corresponding decimal
integer, forming a sequence that is padded to uniform
sequence lengths across the dataset. The M.L. model’s
average test accuracy with AES-encrypted data was 50.40%
with an F1-Score of 50.40%. Similar results were observed
when testing other previously mentioned SOA methods,
none of which achieved an accuracy greater than 50%
in classifying malicious or benign packets. These metrics
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indicate that AES encryption substantially diminishes the
model’s ability to discern between malicious and benign
payloads.

B. FERNET ENCRYPTION

Fernet employs AES in Cipher Block Chaining (CBC) mode
with a 128-bit key. Fernet’s encrypted outputs are base64-
encoded, resulting in a more diverse character set. Similar
to AES, the encrypted payloads under Fernet encryption
are also converted into sequences of decimal integers.
However, due to the base64 encoding, each character is
first converted to its ASCII value before the sequence
is formed. This process allows for a larger vocabulary
size since base64 encoding includes a broader range of
characters. The application of Fernet encryption resulted in
test accuracy of 51.64% and an F1-Score of 51.57%. Once
again, when tested with other SOA classifiers, the model
fails to distinguish malicious from benign content with better
than random guessing performance. This suggests Fernet
effectively conceals patterns within the data by pairing strong
AES encryption with Base64 encoding, therefore leaving
deep-learning methods with no contextual cues for reliable
detection.

XI. DISCUSSION AND LIMITATIONS

A. DISCUSSION

Our research stands out in several key ways. We began
by removing duplicated packet byte values, enhancing the
model’s exposure to unique packets and thereby improving
data quality for more effective generalization to the testing
dataset. Retaining these duplicates can reduce the uniqueness
of signatures, making the process for classification algo-
rithms easier to identify which packets belong to a certain
class. Another pivotal aspect of our approach is the strict
focus on packet bytes as inputs. Previous classification meth-
ods typically rely on statistical-based feature methodologies,
such as size of the packet, port numbers, flow duration, etc.,
derived from traffic data. While this approach is sufficient
for traditional machine learning algorithms, sequence-based
inputs, such as byte sequences, benefit significantly more
from modeling long-term dependencies. Our analysis was
also not limited to the initial 784 payload bytes as described
in [21], but extended to the MTU of 1500 bytes. Given
that the typical MTU for Ethernet packet-based networks
is 1500 bytes, with around 40 bytes allocated for header
information, this approach ensures our model considers the
full length of available payload data. This is important
as malicious content might be embedded further within a
packet’s payload. By removing the constraint of shortening
the byte data, we address the broader complexity within in
each payload.

In this study, it’s important to acknowledge the distinct
types of data used in each dataset, which reflect different
network scenarios. The CIC-IOT23 dataset is comprised of
network traffic from 105 devices within an IoT network
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topology, designed to capture traffic patterns typical of
IoT environments. However, the UNSW-NB15 dataset was
constructed to provide a mix of benign activities and
synthetic malicious behaviors, aiming to support a broad
spectrum of network intrusion detection research. This
dataset encompasses a variety of attack types and network
behaviors, making it structurally and contextually different
from the CIC-IOT23. The variation in network-connected
devices across the datasets not only influences the nature of
the network traffic but also highlights the unique operational
scenarios each dataset is intended to simulate. Furthermore,
the CIC-IOT23 dataset likely presents unique challenges and
patterns that are not as prevalent in the UNSW-NB15 dataset.

An additional observation is that the simple ML classifier
consistently outperforms more complex learning architec-
tures such as CNNs and LSTMs when leveraging the SSL
embeddings, despite its relatively lightweight structure. This
can be explained by the strength of the SSL-generated embed-
dings, which already encode local and global dependencies
within packet data. Since these embeddings are highly
discriminative, the ML classifier can leverage them directly
without requiring additional temporal feature extraction.
In contrast, the deeper models may introduce unnecessary
complexity or risk overfitting on the SSL embeddings.
This finding demonstrates that once robust embeddings are
learned, a simple downstream classifier can lead to improved
accuracy and faster inference, which is especially beneficial
for real-time deployment.

The practical implementation entails deploying the mal-
ware detection model onto edge devices within the network
layer. The edge devices are responsible for connecting
different segments of the network, enabling traffic between
networks through a physical component. The malware
detection model would be implemented directly on these
devices, allowing for the immediate analysis of network
traffic as it passes through. This placement means that the
model can efficiently filter and examine data packets in real-
time, identifying potential threats at the network’s edge. Also,
this model could be deployed across numerous edge devices
to provide comprehensive coverage of a network.

B. LIMITATIONS AND THREATS TO VALIDITY

Our study demonstrates promising results, but several
limitations and threats to validity should be acknowledged.
Pre-training with transformers is computationally expensive
and depends heavily on dataset scale [48], [49]. Larger
and more diverse datasets generally yield richer embeddings
but require substantial compute and training time, which
may limit accessibility for organizations without high-
performance infrastructure. However, the growing avail-
ability of high-performance GPUs is making large-scale
pre-training on datasets of benign and malicious behav-
iors increasingly feasible. In addition, because our SSL
embeddings are fixed after pre-training, downstream tasks
are constrained by the representations learned from the
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pre-training dataset. This can limit the model’s ability to
continuously generalize to novel malware families over
time. While our proposed FSL method partially mitigates
this, future work could investigate incremental or online
SSL training to refine embeddings in real time. With
parameter-efficient fine-tuning methods such as LoRA [50]),
this becomes increasingly practical, since only a small set
of additive parameters must be updated rather than fully
fine-tuning the entire model.

Furthermore, our approach assumes access to plaintext
transport-layer payloads for DPIL. In environments with
widespread encryption, payload observability is reduced,
and our model performs at chance when packet bytes
are fully encrypted using Fernet or AES. We note earlier
in the manuscript that DPI often presumes access to
unencrypted payloads [30], [31], a condition that can still
hold in certain enterprise networks, industrial control systems
(ICS), and CAN applications. Future work will combine
payload-agnostic statistics with our SSL embeddings and
evaluate on further encrypted captures.

We trained and evaluated on two public corpora (UNSW-
NB15 and CIC-IoT23) with deliberate class selection and
de-duplication to balance classes; nonetheless, focusing on a
limited set of attack families per corpus and sampling subsets
can introduce bias in byte distributions and background traffic
characteristics. While performance and few-shot transfer
indicate promise within the chosen attacks across these
two datasets, external validity remains limited to these
settings. To strengthen generalization claims, future work
will conduct cross-generalization capabilities of the proposed
model, incorporate additional captures spanning network
traffic collection pipelines, and evaluate domain-adaptation
and deployability strategies for out-of-distribution real-time
malware detection.

XIl. CONCLUSION AND FUTURE RESEARCH DIRECTIONS

This paper explored the application of a self-supervised
transformer-based model with a downstream task and
few-shot learning for malware detection and classification.
The model was evaluated on the UNSW-NBI15 and CIC-
I0T23 datasets, focusing on the packets of UDP and TCP
packets serving as inputs. Our method showed robust results
on the classification of benign versus malicious packets
when compared to SOA methods on both datasets. Further-
more, our results show that a simple ML classifier, when
paired with SSL-generated embeddings, can outperform
more complex CNN and LSTM models. This emphasizes
that SSL pre-training results in discriminative embeddings,
allowing lightweight models to achieve improved accuracy
and efficiency compared to deeper architectures, which is
advantageous for real-time intrusion detection. The few-shot
results were also promising, demonstrating the model’s
ability to learn with limited amounts of labeled data. Using
the packet bytes as input vectors, we were able to classify
when different packets are either benign or malicious,
as well as which types of attacks were present. While
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the payload bytes of packets are inherently different from
the natural language structure, this study shows that the
transformer-based model developed for natural language can
be leveraged to capture and learn the intricate sequential
patterns of the packet bytes.

Despite these encouraging results, several challenges and
opportunities remain. Although our evaluation focused on
traditional enterprise network and IoT packets, it is crucial
to extend out work to additional protocols across several
domains. In particular, protocols associated with ICS and
in-vehicle CAN present unique characteristics which may
require additional pre-training. Furthermore, another promis-
ing direction is the design and implementation of new models
based off our proposed transformer-based architecture that
incorporates emerging paradigms such as continual learning,
which would enable rapid adaptation to evolving traffic
patterns while remaining suitable for deployment in resource-
constrained environments. Lastly, building attribution models
that leverage distinctive network packet signatures represents
an important challenge, as such models would enhance
interpretability by linking malicious behaviors to identifiable
network traits. Overall, this work proposed a self-supervised
transformer-based pre-training framework for malware detec-
tion and classification, demonstrating its versatility through
multiple downstream tasks, including FSL.
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